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Introduction

Welcome Statement: Welcome! This assessment is designed to verify your ability to prepare and analyze the data
you will use as a data analyst in a realistic scenario. You will use standard tools (Python or R) to perform end-to-end
data preparation, ensuring data quality and readiness for predictive modeling. Please read the scenario carefully
and complete all five questions.

Assessment Scenario: You are a junior data analyst working with a large state hospital system. Your client has
shared anonymized patient records and needs you to clean the data, prepare features, and train and validate a
preliminary data model to predict patient outcomes.

B35 File(s) Provided:
e data_part.csv (Patient records in CSV format)
e data_part.json (Patient records in JSON format)

What You’ll Do: You will complete one auto-graded question and four Al-graded performance tasks. Each
performance task is graded with a simple 0/1 binary rubric. Your performance tasks cover the following skills:

1. Acquire and ingest data from multiple diverse formats (CSV, JSON) and generate statistical summaries.

2. ldentify and systematically handle complex data quality issues (deduplication) and detect and appropriately

treat outliers.

3. Clean data thoroughly (imputation) and engineer domain-specific features.

4. Select relevant features using statistical/ML methods and create robust training/test splits.

5. Appropriately scale, normalize, and encode features.

What You’ll Submit: You will be graded on whether the artifacts uploaded meet the specified criteria.
* The python code you wrote to complete the assignment, submitted as File Uploads for each of the four
performance tasks.

Estimated Time: ~60-90 minutes total.

Helpful tips
e Review the instructions carefully before you begin. Each task specifies the exact deliverable required (e.g.,
Python code demonstrating the operations).
Approach the tasks as a professional solving meaningful challenges.
Double-check your work for accuracy before submission.
Label your tasks clearly in your submitted code to help ensure accurate grading.



QUESTIONS

Question #1 Data Ingestion and Statistical Profiling

Skill Expression:
Acquire and ingest data from multiple diverse sources (files, databases, APIs) and formats (CSV, JSON).
Generate detailed statistical summaries and comprehensive data quality profiles

Source Files: data_part.csv, data_part. json

Primary Choice: Al-Graded (file upload) Feedback: Approved

Notes:
This task authentically measures the ability to handle heterogeneous data sources and produce required

preliminary reports. Two skill expressions are evaluated, each with its own binary rubric.

Item Type: Al-Graded (File Upload)

Dataset: data_part.csv, data_part.json

Prompt: You are a junior data analyst working on a heart attack prediction system prototype for a state
hospital system. You have received patient records split across two files: data_part.csv and data_part.json.
Your initial task is to prepare the raw data and generate a summary report.

Tasks:
1. Ingestion and merging: Load the two patient files provided and merge them into a single DataFrame
named DATA in Python.
2. Statistical summary: Print a summary table containing statistical descriptors of DATA (mean, standard
deviation, min, max, 25%, 50%, etc.) to the console.

Student Actions:
e Write a Python script to load and merge the data into DATA.
e Use a descriptive function to generate statistical summaries.
e Save your Python code as data_ingestion.py and upload it.

Success Criteria:

To pass, your file must demonstrate that you can:
e Load and merge data_part.csv and data_part.json into a single DataFrame named DATA.
e Successfully generate and print a full statistical summary table of DATA.

Rubric: Acquire and ingest data from multiple diverse sources.
e 0 points — Incorrect: Submission does not show that the provided files were successfully merged into
a single dataframe called “DATA.”
e 1 point — Correct: Submission clearly shows that the provided files were successfully merged into a
single dataframe named “DATA.”

Rubric: Generate detailed statistical summaries and comprehensive data quality profiles.



e 0 points — Incorrect: Submission does not include a summary table that contains statistical descriptors
of DATA (mean, standard deviation, min, max, 25%, 50%, etc.).

e 1 point — Correct: Submission includes a summary table that contains statistical descriptors of DATA
(mean, standard deviation, min, max, 25%, 50%, etc.).

Rubric: Perform comprehensive exploratory data analysis and create insightful visualizations.

e 0 points — Incorrect: Submission does not include a three-dimensional scatterplot (modeled after the
example provided) that shows any three variables versus the heart attack outcome, OR submission fails to
generate distribution histograms for all variables.

e 1 point — Correct: Submission includes a three-dimensional scatterplot (modeled after the example
provided) that shows any three variables versus the heart attack outcome, AND the submission clearly
shows distribution histograms for all variables.

Notes for Al Grader:

e Grading Logic: Verify the presence of the DATA variable containing merged data. Check that the
described output or equivalent statistical summary has been generated.

e Sample Feedback (Pass): Passed — Excellent work. Your code demonstrates mastery of data
ingestion and preliminary profiling.



Question #2 Cleaning: Deduplication and Treating Outliers

Skill Expression:

Identify and systematically handle complex data quality issues and anomalies before modeling
(Deduplication).

Detect and appropriately treat outliers using statistical and domain-based methods

Source Files: DATA file (from Task 1)

Primary Choice: Al-Graded (File Upload) Feedback: Approved

Notes: This task tests the ability to enforce data integrity (deduplication) and mitigate the influence of
outliers, a necessary step before modeling.

Item Type: Al-Graded (File Upload)

Dataset: DATA (The merged data from Task 1)

Prompt: You will continue working with the merged DATA frame and get it ready for modeling. To do this, you
must ensure data quality by removing duplicate patient records and resolving statistical outliers in key numeric
features. These two actions will improve your model's performance.

Tasks:
1. Detect and remove all duplicate records from DATA.
2. Detect and remove outliers from all numeric columns in DATA using a simple z-score method (e.g.,
removing any row where a numeric value falls outside a Z-score threshold of 3).

Student Actions:
1. Apply functions to remove duplicates in DATA.
2. Apply z-score detection and filtering to numeric columns in DATA.
3. Save your updated Python code as data_quality_clean.py and upload it.

Success Criteria:
To pass, your file must demonstrate that you can:
e Remove duplicate records.
e Use the z-score method to remove the outliers.

Rubric: Identify and systematically handle complex data quality issues.
e 0 points — Incorrect: Submission shows that duplicate records have not been removed from DATA.
e 1 point — Correct: Submission clearly shows that duplicate records have been removed from DATA.

Rubric: Detect and appropriately treat outliers.
e 0 points — Incorrect: Submission does not indicate that all outliers have been removed from DATA
using a simple z-score method applied to numeric columns.
e 1 point — Correct: Submission clearly indicates that all outliers have been removed.



Question #3 Imputation and Feature Creation

Skill Expression:

Clean data thoroughly, understand cause of missingness, and handle missing values with appropriate
techniques

Engineer domain-specific and meaningful features through meaningful transformation of data

Source Files: Cleaned DATA file (from Task 2)

Primary Choice: Al-Graded (File Upload) Feedback: [Approved, Approved/Revise,
Not Approved/Revise, Not Approved]

Notes:
This question tests both the technical application of median imputation and the analytical creativity required
for feature engineering.

Item Type: Al-Graded (File Upload)

Dataset: Cleaned DATA (from Task 2)

Prompt: The cleaned DATA frame still contains missing values. You must impute these values and engineer
new features based on existing health indicators to maximize the predictive power of the future model.

Tasks:
1. Impute all remaining missing numeric values in DATA using median imputation.
2. Using the appropriate patient variables (assume height and weight exist):
a. Calculate the Body Mass Index (BMI) and store this new feature in the column named DATA[
‘BMI’].
b. Calculate a specific interaction term: create an interaction feature by multiplying the Age
variable by the Heart_Rate variable. Store this new feature in the column named DATA]
‘Age_HR_Interaction’].

Student Actions:
1. Apply median imputation to fill missing numeric data.
2. Define and calculate two new predictive features.
3. Save your updated Python code as feature prep.py and upload it.

Success Criteria:
To pass, your file must demonstrate that you can:
e Use the median to impute all missing numeric values.
e Use the appropriate patient variables to calculate BMI
e Create an interaction feature by multiplying the Age variable by the Heart_Rate variable and storing this
feature in a new column.

Rubric: Clean data thoroughly, understand the cause of missingness, and handle missing values.
e 0 points — Incorrect: Submission does not demonstrate that all missing values in DATA have been
imputed using median imputation.
e 1 point — Correct: Submission clearly demonstrates that all missing values in DATA have been
imputed.

Rubric: Engineer domain-specific and meaningful features.



e 0 points — Incorrect: Submission does not create a column named DATA[ 'BMI' ] OR the calculated
values in the BMI column are mathematically incorrect, OR submission does not include a column named
DATA['Age HR Interaction'] OR the calculated values in the column are mathematically incorrect
(not the product of Age and Heart_Rate).

e 1 point — Correct: Submission successfully creates a column named DATA[ 'BMI '] and populates it with
the correct BMI values derived from the original dataset variables, AND submission successfully creates a
column named DATA[ 'Age_HR Interaction'] and populates it with the correct values representing the
specified interaction term.

Notes for Al Grader: Reference Files: gold standard data frame.pkl (Gold standard DataFrame including
correctly calculated features)

Correct Answer/ Solution File: gold standard data frame.pkl

Grading logic for Rubric 1: Clean data thoroughly, understand the cause of missingness, and handle missing
values
e Missingness Check: Verify that the student's final DATA DataFrame contains zero missing values (NaNs)
across all columns that originally had missing data, demonstrating that all missing records have been
imputed.
e Imputation Method Check: Compare the numeric values in the student's DATA DataFrame (specifically in the
columns where imputation occurred) against the values in the gold standard data frame.pkl file.

o The imputed values in the student's data must precisely match the values calculated using the
median of the non-missing data from the original dataset, confirming that the specified median
imputation method was correctly applied.

o The submission fails if missing values persist or if a different imputation method (e.g., mean, mode,
or deletion) was used.

Sample Feedback:

e Excellent work! You successfully identified and imputed all missing values using the required median
imputation technique, ensuring your dataset is clean and ready for modeling.

e Imputation Issue: Your submission shows that missing values persist in one or more columns of the DATA
DataFrame. Please ensure all missing records are handled.

e Incorrect Method: While you imputed the missing values, the resulting data does not match the results of
median imputation, suggesting an incorrect imputation method was used. Review the requirement to use the
median of the variable.

Grading logic for Rubric 2: Engineer domain-specific and meaningful features.

e Column Existence Check: Verify that the student's final DATA DataFrame contains a column named BMI.

e Calculation Accuracy Check: Compare the numeric values in the student's DATA[ 'BMI' ] column against
the values in the gold standard data frame.pkI[BMI] column. The calculation must match the gold
standard within a defined tolerance for floating-point values.

e Column Existence Check: Verify that the student's final DATA DataFrame contains a column named
Age HR Interaction.

e Calculation Accuracy Check: Compare the numeric values in the student's
DATA[ 'Age_HR_Interaction'] column against the values in the
gold standard data frame.pkl['Age_HR_Interaction’] column. The calculation must accurately reflect
the product of Age and Heart_Rate variables.

Sample Feedback:



e Excellent work! You successfully engineered all required features (BMI and Age_HR_Interaction). These
new variables are correctly calculated and added to the DataFrame, enhancing its predictive power.

e Missing Feature: The DataFrame is missing the required BMI column. Remember that the Al grader requires
the exact column name and calculation specified in the prompt to verify skill mastery.

e Calculation Error: Although the Age_HR_Interaction column was created, the values do not accurately
reflect the intended calculation, suggesting a misstep in defining the interaction term logic. Review your
formula for this engineered feature.



Question #4 Conceptual Check: Scaling and Normalization

Skill Expression:

Scale, normalize, and encode features appropriately for different algorithms and data types.

Source Files: N/A

Primary Choice: Multiple Choice (single correct Feedback: Approved
answer)

Notes: This measures application of knowledge, not recall, by referencing the modeling approach that should
follow the data preparation phase.

Item Type: MCQ
Dataset: N/A

Stem: Assuming the heart attack prediction system prototype will use a Random Forest classifier, why were
you NOT asked to apply scaling or normalization to the numeric features in the previous tasks?

Options:
A. Random Forests are tree-based models and their decision splits do not depend on feature magnitudes.
B. Scaling or normalization would remove important information and make the model less accurate.
C. These factors are only required when using deep learning models.
D. Random Forests internally normalize all features automatically.

Feedback per option :

A. Correct. Random Forests make decisions by comparing feature values to thresholds (e.g., age < 52),
so the absolute scale of the features does not affect how trees split the data.

B. Incorrect. Scaling/normalization does not remove information; it merely changes the units. The reason
we avoided scaling is because Random Forests simply do not need it—not because it would harm
accuracy.

C. Incorrect: Scaling/normalization is important not only for deep learning but also for algorithms like SVMs, k-
NN, logistic regression, and neural networks. The absence of scaling here has nothing to do with deep
learning.

D. Incorrect: Random Forests do not normalize features internally. They simply do not need normalization
because tree splits rely on ordering and thresholds, not magnitude



Question #5 Feature Selection and Final Modeling

Skill Expression:

Select relevant features using statistical and machine learning methods (filters, wrappers, embedded
techniques)

Create robust training, validation, and test splits (random, stratified, time-based) with proper data isolation

Source Files: Final cleaned DATA (from Task 3)

Primary Choice: Al-Graded (File Upload) Feedback: [Approved, Approved/Revise,
Not Approved/Revise, Not Approved]

Notes: This tests the final stages of the pipeline: using model output (feature importance) to refine the
dataset and correctly isolate test data.

Item Type: Al-Graded (File Upload)

Dataset: Final Cleaned DATA (from Task 3)

Prompt: You are ready to finalize your predictive dataset. It's time to train a preliminary model, use its output
to optimize the feature set, and then create robust splits to test the final model's performance.

Tasks:
1. Train a Random Forest classifier using the cleaned DATA.
2. Compute and display the Feature Importances that the trained Random Forest model produced.
3. Remove the three least important features identified in your Feature Importance analysis from DATA.
4. Create robust training and test splits from the reduced DATA and train a new Random Forest model
using the training data. Perform cross-validation on this final model.

Student Actions:
1. Run the preliminary model and extract feature importances.
2. Remove low-importance features.
3. Implement training/test splitting and perform cross-validation on the final model.
4. Save your final Python code as final_modeling_prep.py and upload it.

Success Criteria:
To pass, your submission must demonstrate that you can:
e The submitted code successfully computes and displays the Feature Importances from the initial
model.
The code clearly shows the removal of the three least important features based on the importances.
The final model is trained and tested using robust splitting/cross-validation methods on the reduced
dataset.

Rubric: Select relevant features using statistical and machine learning methods.
e 0 points — Incorrect: Submission does not include the Feature Importances that the trained Random
Forest model produced.



e 1 point — Correct: Submission includes the Feature Importances that the trained Random Forest
model produced.

Rubric: Create robust training, validation, and test splits (random, stratified, time-based) with proper data
isolation.

e 0 points — Incorrect: Submission does not show that the three least important features were removed
from DATA and that the new Random Forest model was trained and tested using the reduced DATA
database.

e 1 point — Correct: Submission shows that the three least important features were removed from DATA
and that the new Random Forest model was trained and tested using the reduced DATA database.

Correct Answer/ Solution File:gold_standard_final_modeling_prep_solution.py
Notes for Al Grader

Reference files:
gold standard final modeling prep solution.py (The definitive Python solution file containing the
correct code logic and final state of the data/model)

Grading Logic:

Execution Check: The Al must execute the student's submitted code file (final_modeling_prep.py) to confirm
it runs without errors.

Output Comparison: The Al must compare key outputs (e.g., the final state of the pre-processed data, the model
object, or resulting metric values) generated by the student's submission against the definitive outputs produced by
gold standard final modeling prep solution.py.

Specific Check (Example): Verify the final model metrics (e.g., AUC, Accuracy) derived from the model trained in
the student's solution match the gold standard metrics within a defined tolerance.

Sample Feedback:
e Success: Excellent work! Your model preparation steps and final model training logic are correct, and the
resulting performance metrics align with the expected outcome.
e Failure: The submitted code failed to execute the full modeling preparation pipeline due to a structural or
syntax error.
e Accuracy: The final model produced by your script did not meet the required performance benchmark,
suggesting an issue in the preparation or feature selection stages.



